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Introduction.


Despite their many differences, the so called ‘dynamic’ and ‘statistical’ interpretations of evolutionary theory (ET) share a common understanding of that theory.  ET is, among other things, a theory about how frequencies of types change in populations, and these changes are recorded as changes in the values of variables measured on populations.  ET explains such changes, at least in part, by appeal to natural selection.  Both ‘dynamical’ (Bouchard and Rosenberg 2004; Stephens 2004) and ‘statistical’ (Walsh, Lewens and Ariew, 2002) interpretations of ET take selection to be represented by equations whose state-variables are measured on populations.  The equations are, up to changes in parameter values, more or less constant across populations, both in the particular state-variables employed and in the functional form of the mathematical dependencies between them. In this sense, then, both interpretations take ET to be a population-level theory: the theory explains properties of populations by appeal to other properties of populations, and the dependencies, nomic or otherwise, between these properties are more or less invariant over different populations.  The interpretations differ essentially only in their understanding of the fitness parameter and its putative causal role.

That shared vision is inherited from an earlier generation of interpretations, advanced by the likes of Sober (1984), Rosenberg (1980), Brandon (1978), Mills and Beatty (Mills & Beatty, 1979), and Sterelny and Kitcher (Sterelny & Kitcher, 1988). These philosophers took evolutionary outcomes to be explained by one set of equations, largely invariant over distinct populations, which equations express formally the way in which natural selection influences genic and genotypic frequencies.  Then, as now, the equations in question are those of population genetics.  Then, as now, selection was thought to be measured by fitness differences.  Then, as now, the crucial interpretive differences among philosophers lay in their understanding of fitness.  And then, as now, the assumption that ET is and ought to be a population-level theory went unchallenged. 

This shared understanding of ET has both an historical, and therefore accidental, motivation and a principled motivation.  My concern here is with the latter. It is and was common knowledge that the range of causes of survival and reproductive success is legion.  Worse, these causes differ from population to population. Of the many causes of survival and reproductive success in Homo sapiens, for example, very many are not causes of survival or reproductive success in Pan troglodytes, and even fewer in Drosophila melongaster.   To all appearances, there are so many potential and varied causes of survival and reproductive success that there is simply no hope of cataloging them all.  These bits of common knowledge are, to a first approximation, correct.

But common knowledge goes further.  According to the received wisdom it follows from the forgoing that any interpretation of ET on which it is a general theory, applicable to any biological population you like, will have to abstract from the particulars, the vicissitudes, by which survival and reproductive success are generated.   That kind of abstraction requires that the relevant state-variables in any formal representation of the theory be measured on populations, for while the causes of survival and reproductive success in any two populations may differ, at the appropriate level of abstraction the causes of changes in genotypic frequencies might nonetheless be the same.  Hence, ET must be a population-level theory: since the causes of individual behavior are so varied, any hope of general theory requires that it be formulated at the population-level.    Or so the story goes.  I claim the received wisdom is, in these latter respects, mistaken.  In this paper I will explain why, and adumbrate two consequences that follow from the errors.  Those who take the consequences seriously will find in them ground for a general rule for determining when and why reductive theories are necessary.

The Scientists’ Problem, and Two Strategies for Solving It.

Population biologists face the following problem.  They observe a collection of organisms, a sample of a population, over some period of time.  At any given time, organisms in the population differ in their phenotypic properties, i.e. one or more phenotypic variables exhibits non-zero variance.  What is more, the frequency distribution over these variables changes over time.  The problem is to predict the future frequency distributions from current and past observations.  The population geneticist faces essentially the same problem, except that the variables of interest track allelic or genotypic properties.  Succinctly, the scientist wants predictions about populations but has evidence only about individual members of the population.  

One standard procedure for solving this kind of problem, which we will call the population-level strategy, goes like this.  Find an equation-type which writes the next generation (or time-step) frequency distribution as a function of the current generation frequency distribution.  The finding is a bit of model selection—one has to choose the state-variables and the functional form of the mathematical dependencies between current and future values of the state-variables so that reliable prediction is possible.  The hope is that the resulting model will be applicable to most or all populations.  Once a model has been chosen, one identifies the model for the particular population whose behavior one cares to forecast.  

What is distinctive about these models is that the state-variables are measured on populations, and the model is held to be generally applicable to any population in the domain, at least to a first approximation.
  That is, while parameters may change from population to population, the same state-variables appear, and are related by the same equations, up to a change in parameter values.  This can be seen in both diffusion approximations such as:
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and in the more standard formalisms of textbook population genetics:
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In the diffusion approximation, Mx(x,t) and Vx(x,t) (respectively the mean and variance in the rate at which genic frequencies change) are population specific, but the basic equation changes only marginally from population to population.  Similarly, the state-variables in the population genetics equation are p and q, representing allelic frequencies, and only the fitness parameters w1, w2 and 
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 change over populations.

This modeling procedure is systematically adopted in a number of domains in and out of biology.  It is nearly universal in population genetics (c.f. Ewens, 2004).  It underwrites most of the early demographic models (e.g. Lotka-Voltera models, see Kingsland ( 1985) for an historical overview), as well as much of the current work in population regulation (e.g. predator-prey and SETAR models, see e.g. Stenseth et al. (1997)).  The procedure is ubiquitous in macro-economics (e.g. auto-regression models of various sorts, see e.g. Enders (2004) for examples), and universal in thermodynamics (see e.g. Ghez (2001) for discussion of some classical cases using diffusion models) and related bits of physics, e.g. fluid dynamics.  And at least in the physical sciences it has a long history of success, fluid dynamics not withstanding.

But there is a second strategy which is widely used in other domains.  The strategy is this.  If the frequency distribution of a variable v is changing in a population of units, this is because some units are changing their value of v, or units with particular values of v are differentially recruited or lost from the population.  Instead of building models in which the equations of state include variables measured on the population, e.g. the mean value V of v, one can build models in which the equations govern the behavior of individual components of the population.  Specifically, if one cares to predict the mean V of v at the next time step, one does a sequence of three things.  First, one builds an equation that predicts the value of v at t+1 for an individual unit given its values for v and causes (or anyway covariates) c1…cn of v at t.  Second, one builds a similar model of each cause ci, if that variable is either caused by some cj, or shares a common cause with some cj, for ci and cj in the first equation.  Finally, one identifies this model for the particular population, i.e. estimates parameters.

The first two steps result in a dynamic structural equation model (SEM), exemplified below for a system of three causes of v, two of which (c2 and c3) are exogenous:
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Given an identified SEM and the current joint distribution in the population of all the model variables one can predict the frequency distribution over v at t+1, and hence the value of V at t+1.   

SEMs are a particular intuitive class of ‘reductive’ models.  These models are distinctive in the nature of their variables.  The coefficients in such models, as often in population models, are population specific.  Unlike population level models, however, the variables take values that represent properties of units in a population; more succinctly, the variables are measured on individuals rather than populations of individuals.  The difference is exemplified by the distinction between measuring the temperature of a gas and measuring the momentum of each of a hundred thousand gas molecules.  From either one can estimate the mean kinetic energy in the gas, though rather more directly in the first case than in the second.

This procedure, which we will call the reductive strategy
, also has a history of success (though rather shorter).  It is widely used in sociometric, econometric and epidemiological studies (see e.g. Ayers and Donohue (2003), Gornick et al. (1998), Hoeffler (2002), D’Agostino et al. (2001), and Gallagher et al. (1996)).  And for good reasons.  Curiously, they are exactly the reasons that have lead philosophers of biology to employ the population-level strategy.  First, there is no reason to think that the causes of any variable of interest, say, death, are the same in any two countries.  While smoking may be an important cause of death in both England and the US, it undoubtedly has a much less significant effect in, say, the Sudan or Somalia.  Second, even when the causes are the same, the degree to which a given cause influences a given effect may change.  Obesity is a cause of death in England just as in the US, but a less important cause in the sense that being obese in England is less likely to kill you than being obese in the US.  Third, and perhaps worst of all, the effect of a cause can actually change sign from population to population.  Increasing the consumption of red meat in the US will likely increase death rates in various age groups; a similar intervention in the Sudan is likely to decrease death rates in those very same groups.  Social scientists build one-off, reductive models for each population of interest because the relevant causes of the behavior of interest vary in these three distinct ways from population to population.

In response to exactly the same problem, philosophers of biology have implicitly endorsed the population-level strategy while social scientists have employed, sometimes to good effect, the quite different reductive strategy.  I claim there are good reasons to prefer the latter strategy in evolutionary biology, and therefore to change quite radically the demands we make of an interpretation of ET.  

Why One-Off Models of Evolving Biological Populations Make Sense.


I claim that the reductive strategy makes better sense for population biology that the more standard population-level strategy.  We get a better predictions, and a better understanding, of what drives evolution in any particular population if we build one-off population specific models of those populations.  SEM models exemplify this strategy.
 Iin essence, SEM models model the behavior of arbitrary individuals in the population, and for this reason are predictively superior to models which employ a single or very few equations of state, re-identified for particular populations but always including the same set of variables measured on the population rather than individuals in the population.
  To make the case, I’ll need to describe and represent causal relations.  To do so, I adopt the interventionist conception of causation, and the graphical causal modeling framework.  I’ll assume throughout that dependencies are linear; I do so for ease of explication—the assumption is almost certainly false for biological populations, but nothing I say hinges on the assumption.


According to the interventionist conception of causation, C is a direct cause of V relative to a set S of variables if there is some pair of interventions setting the value of each variable in S/{V}, and differing only in the value to which C is set, across which the probability distribution over V varies.  Less formally, there are ways to wiggle C, without directly wiggling anything else in S, which change the probability that V takes a particular value, for at least one such value. A direct causal relation between C and V is represented by CV.  In linear cases, it is common to associate with each edge a path coefficient, representing the strength with which the cause influences the effect.  Path coefficients are often estimated by standardized partial regression coefficients, though other statistics are sometimes used.  So in the causal graph C1VC2, we might assign the name  to the influence of C1 on V, and  to the influence of C2 on V, and represent the whole system as below:

 SHAPE 



If  and  are standardized partial regression coefficients,  and  can be read from (or into) the equation governing V: V(i)=I+C1(i)+C2(i)+, where I is an intercept,  is an error term and i indexes units for the model, whether alleles, organisms or populations.


A special kind of causal relation occurs when V has two distinct causes C and Z, where the influence of C on V depends on Z.  Light switches and circuit breakers are instances of such causal relations: when the breaker is on, the light switch causally influences whether or not the light is on, but not when the breaker is off.  In the graphical causal modeling literature, causes like the switch and the breaker are known as ‘interactive’ causes; elsewhere they are known as context dependent causes.  We can represent this kind of dependence using graphical causal models.  To do so, we treat both C and  as direct causes of V, and treat Z as a direct cause of :

 SHAPE 



This kind of causal connection is especially relevant for us.  Recollect that the problem confronting the sociologists is exactly that for individuals c may be a cause of v in one population but not another, or may remain a cause, but have a different sign or degree of influence.  If this is so, then if C and V are population means for c and v respectively, C will be a cause of V in one population, but not another, or remain a cause, but exhibit a different sign or degree of influence on V.  It is a reasonable presupposition that if C is a cause of V in this but not that population, there must be some other cause Z of V which controls whether or not C influences V, and Z must vary between populations.  Similarly if C remains a cause in both populations, but differs in its sign or degree of influence.  The same is true, mutatis mutandis, for c and v.  But there are so many Cs and so many Zs, so many cs and vs, that it is essentially impossible to discover all of them, and even were most such causes discoverable, the available data would be inadequate to reliably identify any model containing them all.   

Suppose we have N populations, and these populations differ in the following respect:  for any two populations Pj and Pk, there is some cause Cj of V in Pj, and Cj is not a cause of V in Pk, where the influence of Cj on V is controlled by a distinct interactive cause Zj.  A full model, covering all N populations must therefore contain at least N direct causes of V.  Assuming each direct cause interacts with a distinct Z variable, the graphical structure will look something like this:

 SHAPE 



If N is large, it may seem hopeless to attempt any specification of a full model (it certainly seemed so to nearly every philosopher of biology in the 1980s).  We then have two choices: abstract away from such variant causes, or build population specific models for each distinct population.

Abstraction is possible, but comes at a price, namely increased error (more on this anon).  One-off, population specific models are therefore initially attractive; but this does not yet justify the reductive strategy: why not build population specific models in which the state-variables are measured on the population?  The reason is entirely epistemic.  There is in general insufficient data to do any such thing.  To build a model that predicts reliably, one needs many observations of the units whose behavior one is predicting.  For population-level models, this unit is the population.  If one measures a particular population thrice over, at t, t+1 and t+2, one has exactly three observations of the population.  From such data no equation of state can be responsibly inferred.  In fact a ten-fold increase in observations (e.g. a thirty year LTER (Long Term Ecological Research) experiment) would provide sufficient data for a reliable inference only if there were very few state variables (e.g. if there are 6 discrete state-variables, the data will necessarily be dangerously over- or under-dispersed for model selection over alternative population-level models).

 But that same set of three observations of the population might comprise observations at three different times of many hundreds or thousands of constituent individuals, more than enough for reliable selection and identification of models of constituent behavior.  This is the hidden, but over-ridding, epistemic reason for the reductive strategy.  Social scientists build population specific models for particular populations because the causes of the variables they wish to track change from population to population, i.e. the causal structure governing the variables of interest is not uniform across populations.  There are causes of these changes in causal structure (the Z variables), but the changes and their causes are so numerous that there is no hope of discovering them all or of identifying models which contain them.  Given that social scientists build population specific models, they must build models of the behavior of individuals rather than populations of individuals, because there is insufficient data to model a population (observed only a handful of times), but often enough data to model individuals (a handful of observations on each of hundreds or thousands of individuals).


For example, if all individuals in are governed by the full causal structure

 SHAPE 



but in our particular population z2 through zn are invariant and turned ‘off’ while z1 is invariant and ‘on’, then a model of individual behavior in that particular population requires only that we identify c1 as a cause of v, and estimate the parameter 1 current in that population.  A few hundreds of observations on units in the population may be sufficient for that chore, and encompassed by only one or two observations of the population.  The epistemic advantage is gained at a price, however.  Our model will not recover the whole structure, but only the partial structure:

 SHAPE 



Because the model is population specific, one cannot export it to other populations with any confidence: in those populations z2 may be on while z1 is off.  The most one can say is that, having identified c1 as a cause of v for individuals in one population, it is quite possible that it will be a relevant cause in others.

The question, then, is whether biological populations are varied in the way I have suggested social science routinely presumes our particular species is varied.  The response elicitable from any practicing field biologist is ‘yes, of course!’.   Support for that response may be found in the plethora of time-lagged demographic models with phase-switching (the threshold variable in such models is an interactive cause, see e.g. Stenseth et al. 2004), in the increasingly common results from ecological genomics showing differential expression of genes that code for phenotypic responses which have context-dependent fitness effects (see e.g. Shimizu and Purugganan, 2005) and demographic studies showing interactions between environmental and demographic variables (e.g. Coulson et al. 2002).  Still, the question is empirical and deserves a full consideration which, for reasons of space, I cannot give it here.  I will make do with a single illustrative example, developed in the following section.

An Illustrative Case.
 
Chain and Lyon (2008) report work on sexual selection in the lark bunting.  Male lark buntings are weakly territorial, but compete for matings by display.  Chain and Lyon measured five characteristics of male plumage (body color [Rank Color], proportion of black to brown feathers on the rump [Rump %], proportion of black to brown feathers on the rest of the body [Body%], wing patch size [WP Size], and wing patch color [WP Color]), and three body size characteristics (body size, beak size, and residual mass).  They alsomeasured as the mating success (number of pairings) and offspring produced by birds, over a five year (five breeding season) period, from 1999 to 2003.  There data suggest that all the phenotypic traits are under some degree of selection.  But body size, and the percentage of black feathers on the body and rump (Body size, Body % and Rump % respectively) were under fairly strong selection, in some years.  What is more, Chain and Lyon were able to show that the fitness effects of these traits are mediated by female mate choice, and further that female preferences with respect to these characterstics vary from year to year, so that in some years the characters are positively associated with fitness while in others they are negatively associated with fitness.  For example, in some years females exhibited a preference for small body size (2002), while in others they exhibited a preference for large body size (2003) (see figure ???, reprinted from Chain and Lyon, 2008).


Sexual selection in the lark bunting thus appears to be a paradigmatic case of context dependent or interactive causation: certain trait variables cause fitness, but the magnitude of this influence, and indeed its sign, depend on some interactive cause, which remains unknown in this case.  The value of the unknown interactive cause is clearly not constant across time, and there is no reason to think it is constant over spatially distinct sub-populations of lark bunting at any given time.  Further, there is no reason to think this causes of plastic female preferences in the lark bunting are similarly causally relevant to female preferences in other species.  Hence, a model of sexual selection in the lark bunting must be population specific if it is to be predictively reliable over the short or medium term.  


But exactly because this is so, it is essential that any such model employ variables measured on individuals.  In the Chain and Lyon study, for example, measurements of the characteristics, mating success and fitness of several hundred birds are made, over the course of the five breeding seasons.  One could infer from the data measured on individual birds to estimated values for population level variables (e.g. mean male body size, mean fitness, mean fitness of large bodied birds, etc.).  Suppose one so estimates a suite of n population level variables, P1...Pn.  Since the measurements are taken from only five breeding seasons, each such variable will be measured at five different times, e.g. P1(1999), P1(2000)...P1(2003), and similarly for the other n-1 population level variables).  Hence, when specifying a population level model, one's data set will have a sample size of five.  Model selection with such limited data is hopelessly unreliable.  

Conversely, the sample size for inferences to year and population specific individual level models is an order of magnitude higher.  The difference  in sample size is sufficiently large that one can in fact infer to an individual level model, and this is exactly what Chain and Lyon do. 

Chain and Lyon are not unique in adopting such modeling methods in biology.  Although the reductive strategy is not typically announced as such, it is routine in population biology.  Trevor Price's work on Darwin's finches (???) is a relatively early example.  A second more recent example is Palmer et al. (2008) on the relation between ants and acacia. 
 In fairness, it is important to note the contrary cases.  Some populations can be replicated in the laboratory many, many times.  This is especially true for viruses, bacteria and yeast.  Further, for such organisms it is often much easier to measure properties on local populations than on individual organisms.  In such laboratory work, it is not necessary to adopt individual level models, and quite often models are correctly built at the population level (see e.g. Lenski??? for examples).  But in general, wild populations are not subject to such replicated measurements at the population level.

Mistakes Compounded.

If the forgoing is correct, then it is a serious mistake to think about the ET as an abstract theory which can be formalized by some small set of equations or laws, which can then in turn be usefully applied to any given population.  ET is instead a recipe for building models that predict the trajectories of populations through hyperspaces defined by phenotypic and genotypic frequencies.  The recipe says, build models that pay attention to survival, reproductive success and heritability.  As it turns out, there is a further restriction on competent models: since the causes of survival and reproductive success are so enormously varied, good models of them are population specific, and track the causes of individual survival and reproductive success rather than the causes of population rates of survival and reproductive success.  Failure to recognize this when interpreting ET, and hence failure to recognize the restriction, have some further consequences worth noting.

There are at least two disagreeable consequences of the regrettable focus on generally applicable, abstract models in evolutionary population biology.  The first concerns prediction, the second explanation.


It is a well known fact that population genetics models are next to useless in predicting the behavior of actual populations in the short and medium run.  The reasons for this are straightforward.  Population genetics models generally include only a very small range of state-variables, omitting representation of most of the causes of survival and reproductive success in any particular population.  Those causes are often not fixed in value but instead vary over time, and often influence survival and reproductive success interactively.  Consequently, the error term in the predictive equations is necessarily large.  When putative causes are used to precisify standard models, the data used to do so are nearly always seriously over- or under-dispersed.  Hence the model uncertainty and confidence intervals on parameters are large.  Predictions will typically be imprecise, and when precise they can not be made with any confidence.  It is not accidental that most of the really interesting correct predictions from classical population genetics concern long-run equilibria for ideal populations rather than predictions about the future behavior of cod or blue whales or HIV.  


 A somewhat different worry besets the use of very general abstract population-level models in explanatory contexts.  Population-level models attend to the determinants  of population behavior, and because the available data will include only a small number of observations of any given population, a population-level model of any particular population can reliably identify those determinants of its behavior that are influential in all populations.  There are two categories of such determinants: those that are nomically connected to genic or genotypic frequencies by a strict-covering law, and those that are connected by mathematical or conceptual necessity.  To all appearances there are very few of the former.  What remains are a collection of mathematical dependencies.  It is not accidental that the important explanatory generalizations from population genetics are theorems (Fisher’s fundamental theorem, the Price Equation), or are conceptual truths (the Breeder’s Equation) or are beset by systematic exceptions (Fisher’s explanation of sex-ratios).  

There is of course nothing wrong with such mathematical truths or their application to real populations in the search for understanding.  There are also domains in which a sufficiency of data is available for developing population level models.  In particular, there are various species in which population size has been measured or can be estimated for many years: when such data are available they can often be used to determine, for example, whether or not there are phase-transitions in the dynamics of population growth.
  Similarly, laboratory experiments with many replicate populations of, e.g., bacteria, viruses or yeast, often allow or even require modeling at the population level.  In these latter cases, it is sometimes possible to identify empirical dependencies among population level variables.  But for very many wild populations, the requisite data are simply unavailable.  In such contexts, the discoverable dependencies among population level variables will nearly always be mathematical or conceptual in nature. 

To the extent that such dependencies exhaust those we employ in explaining evolutionary events, we deprive ourselves of certain kinds of relevant and interesting explanations.  In particular we will be able to explain different evolutionary trajectories for a pair of populations only by appeal to different variable values or, in the best case, different values for some parameter.  We will not be able to explain different evolutionary outcomes for distinct populations by appeal to different causal structures governing survival and reproductive success in those populations.  This for the simple reason that reliable population-level models of the two populations will not differ in the variables they identify as relevant to the outcomes in question, or in the formal expression of the dependencies between them.  

This constraint on explanation is deeply at odds with long-standing practice in evolutionary ecology.  For example, life history strategies vary among species (and within species), and different tradeoffs are optimal for different life history strategies.  The reason elephants and humans care for their young while cassowaries don’t is that different causes affect survival and reproductive success for these species.  What is more, because elephants and humans care for their young, while cassowaries don’t, there are yet further differences in the causes of survival and reproductive success among these species. Those causes and the life-history strategies that determine their relevance are lost to any general population-level formulation or formalization of ET.  On standard accounts, whether ‘dynamic’ or ‘statistical’, work investigating such causes must be shoehorned in as something extra, something else, something different from ET; applied ecology rather than evolutionary theory.  But of course, such work is not something else or something extra—it is the heart and soul and nearly all of the biologically interesting content of evolutionary theory.  If one wants to be able to explain contrasting behavior by citing the relevance of different causes, population-level models are bad news.

Final Considerations.


The difference between the population-level and reductive strategies in evolutionary biology is, in its simplest form, the difference between measuring selection by selection differentials and measuring selection by selection gradients (Lande and Arnold, 1983).  The former coefficient is simply the difference in relative fitness between the most fit and less fit classes.  If selection is so measured, it becomes crucially important to understand what fitness is and what role it plays in evolutionary explanations.  If ET is regarded as a population-level theory, such explanations are applications of the equations of population genetics, and those equations are, more or less, invariant across populations.  Different behaviors can be explained only by appeal to different variable values (initial frequencies for the classes) or by appeal to different parameter values, fitness the most important among them.  

The latter coefficient, a selection gradient, is an estimate of the causal influence of a trait (either phenotypic or genotypic) on individual fitness, where fitness just is whatever function of survival and reproductive success happens to be of interest in the particular population.  If selection is so measured, univocal, generally applicable interpretations of fitness are irrelevant, and nearly completely without interest.  The relevant explanatory equations are population specific individual-level causal models of survival and reproductive success.  Differences in population behavior can be explained by appeal to different variable values and different parameter values, but also by appeal to differences in the causal structures governing survival and reproductive success in the populations of interest.  These explanations do not depend on the availability of a generally applicable concept of fitness.   

This simple difference in how selection is measured carries enormous import with respect how we understand the content of ET, and the core formal representations of the role of natural selection in generating evolutionary events.  If selection is measured by selection differentials, the core formal representations must be found in population genetic models.  If selection is measured by selection gradients, the core formal representations of selection are no longer to be found in population genetics, but rather in population specific causal models of survival and reproductive success produced for distinct populations, and the procedures for reliably producing such models.  The latter understanding, I have claimed, is superior in two respects: it permits superior predictive models, and it permits explanations of divergent evolutionary outcomes by appeal to differences in the causal structures governing survival and reproductive success.  It further possesses a versatility: to endorse individual level models as the core representational scheme for models of selection driven evolution is not thereby to deny the legitimacy or usefulness of population level models when data sufficient for reliable specification of them is available.  The converse has not, at least in practice, been true.
The superiority of the reductive procedure is grounded epistemically.  Survival and reproductive success have many interactive causes.  Those causes are often fixed in value within a population, but vary in value between populations.  Hence, survival and reproductive success have different causes in different populations.  Building models that include all such causes is epistemically impossible because the available data would not suffice to reliably specify the relevant model, or to identify the model even if it could be otherwise reliably specified.  But building population specific models of the behavior of individuals is possible.  

These epistemic considerations are themselves not invariant: they do not generally hold of atoms or molecules, and this is why much of chemistry and physics is not tied to the reductive strategy.  Statistical mechanics is possible because there are not all that many interactive causes of particle behavior.  This suggests a test, or anyway a heuristic, for determining where reductive strategies are to be preferred, and where non-reductive strategies are to be preferred.  Just how many interactive causes do we think there are, and to what extent do these causes vary in value across the ‘higher’ level units, while remaining invariant for all or most ‘lower’ level units constituting a given higher level unit?  If the answer is ‘many’, reductive strategies are promising.  If the answer is ‘few’, population-level procedures are recommended.  In biology, the answer is many.
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�	 In biology, the state-variables are generally estimated rather than measured: one measures a variable on a sample of the population, and from this calculates a sample value for the state variable, .e.g. the mean of the measured variable.  One then infers from this sample value to an estimated population value for the state-variable, via one or another statistical method.  Such indirect measurements of state-variables are sometimes not required: the measurement of a temperature is a direct measurement of a population-level state variable, namely the mean kenetic energy.


�	 There are of course differences in the models used for distinct populations: haploid versus diploid, associative mating versus panmictic, etc.  But generally these differences are encoded either in different parameter values rather than different variables, or, at most, in extra variables induced by a finer partition of the population into classes.  


� In so called random effects models, it is assumed that each unit in the population may be characterized by distinct coefficient values, e.g. the effect of c1 on v(t+1) for one unit may differ from the same effect for another unit; alpha is therefore estimated as the mean of this effect in the population.  In so called fixed effects models, it is assumed that the magnitude of these effects is invariant over individuals in the population.  In either case, alpha is not assumed to be invariant over different populations.


�The definite article is used for convenience.  There are of course other reductive strategies; they will not concern us here.


�SEM models are not unique in this respect; they are however both intuitive and especially applicable in biology, the science from which the examples in this paper are largely drawn, and so I employ them here preferentially.


�So called agent based models are the limiting case of reduction to the individual level.  But because all parameters in such models may vary across individuals, or even for particular individuals over time, such models cannot be specified or identified from data measured on real populations.   Fully reduced agent based models therefore fail in respect of our purposes for much the same reasons as population level models. 


�The results reported in Palmer et al. (2008) is especially interesting: they show that an ant-acacia mutualism is in fact context dependent, and further identify the relevant interactive cause, namely the presence of large herbivores. 


� Even in these cases, however, any attempt to discover the relevant interactive causes will almost certain require individual level models, because the potential environmental causes have typically not been measured, and cannot be estimated, at the population-level.
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